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ABSTRACT
HTTP adaptive streaming is an attractive solution to the
explosion of multimedia content consumption over the In-
ternet, which has recently been introduced to information-
centric networking in the form of DASH over CCN. In this
paper, we enhance the performance of such design by taking
advantage of congestion feedback available in ICN networks.
By means of utility fairness optimization framework, we im-
prove the adaptation logic in terms of fairness and stability
of the multimedia bitrate delivered to content consumers.
Interestingly, we find that such fairness and stability have a
very positive impact on caching, making streaming adapta-
tion highly friendly to the ubiquitous in-network caches of
the ICN architectures.

CCS Concepts
•Networks → Transport protocols; Cross-layer proto-
cols; •Information systems→Multimedia streaming;
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1. INTRODUCTION
HTTP adaptive streaming (HAS) is an attractive solution

to the explosion of multimedia content consumption over the
Internet. The key advantage of HAS is its ready-to-deploy
feature, working seamlessly over existing content delivery
infrastructure on top of HTTP. This very feature, however,
also brings the drawback that has been witnessed in several
recent studies [1, 6, 8, 12]. HAS shifts the responsibility of
quality assurance toward content consumers who unfortu-
nately have a very limited view of the network condition.
That said, it relies on TCP for stability and fairness. Con-
tent delivery throughput over TCP is taken directly as the
fair bandwidth share which in many scenarios is an inaccu-
rate and unstable measure of the network condition [1, 6, 8,
12].
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HAS has recently been introduced to information-centric
networking (ICN) [10, 13] as DASH (Dynamic Adaptive
Streaming over HTTP) [15] over CCN [7], which demon-
strates the promising performance of this combination by
taking advantage of the receiver-driven, chunk-based con-
tent delivery nature of CCN. ICN makes the problem of
adaptive streaming more challenging due to the prevalence
of in-network caches which needs to take into account in de-
signing bitrate adaptation [5, 11]. Furthermore, CCN/NDN,
to the best of our knowledge, has no established congestion
control comparable to TCP that the current Internet has.
Routers react to congestion locally to avoid congestion col-
lapses and applications are able to react directly to network
condition. Our contribution in this paper is twofold. First,
we take this opportunity to make a case for congestion feed-
back to streaming applications and demonstrate that such
ECN (explicit congestion notification)-like feedback, doable
in CCN/NDN, is of great value to streaming applications in
choosing fair and stable bitrates. We then further evaluate
our approach in the context of ICN caching, which shows its
cache-friendliness as content consumers over a delivery path
tend to request the same DASH representation.

2. BACKGROUND AND RELATED WORK
DASH [15] is a standardized content streaming specifica-

tion which, like CCN/NDN, divides content into segments of
fixed viewing time for delivery. The segments, pre-encoded
in multiple bitrates, i.e., representations, are stored at the
content source. Viewers or consumers request appropriate
segments in succession for downloading and consuming at
their devices. In addition, to cope with changes and disrup-
tion of the network, each consumer maintains a playback
buffer of segments that are to be played. During a view-
ing session, a consumer uses an adaptation logic to adjust
the requested representations according to locally perceived
network condition in order to maintain the highest possi-
ble bitrate and avoid playback buffer underruns, which, if
happened, will result in playback stalls.

Despite being easy-to-deploy and well adopted, DASH re-
lies on HTTP/TCP for efficiency and fairness of its adapta-
tion logic, which has serious drawbacks witnessed in recent
studies. The main limitation is due to wrong estimation of
network condition which is carried out by measuring the de-
livery throughput of previous content segments. Such mea-
sured throughput is not an accurate congestion signal. What
is worse, the measured throughput usually cannot converge
to the fair share of bandwidth among multiple users. The
authors of [6, 8, 12] have proposed several valuable tech-
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Algorithm 1: Conventional Bitrate Adaptation

1. Estimate bandwidth in the last download

x̃ =
segment size

download time

2. Smooth the estimated bandwidth using e.g. EWMA

EWMA(x̃)

3. Choose nearest bitrate as the target video bitrate

x̂ ≤ EWMA(x̃)

4. Request next segment of bitrate x̂ after

∆t =

{
0 if B < Bmax

τ if B ≥ Bmax

/* B/Bmax: current/max playback buffer */
/* τ: segment length in second */

niques to remedy these drawbacks but the problems of in-
accurate congestion signals and unfairness are inherent in
the way DASH is implemented at the application layer over
HTTP and the way end-users individually and uncoordinat-
edly adapt their target representations.

Several congestion control protocols have been recently
proposed in CCN/NDN, among which ECN-based conges-
tion control such as those in [20, 21] is a very viable ap-
proach. These protocols however center on elastic-traffic
applications (e.g file downloads) without consideration for
inelastic, adaptive multi-rate streaming applications which
have different requirements on network resources.

As caching is commonly deployed in content delivery net-
works, the interaction between bitrate adaptation and caching
is also an important problem under investigation by recent
work [1, 5, 11] which proposed source/cache-side techniques
to shape traffic or to suggest the right representation to con-
sumers. Here, we look into the problem from the opposite
angle, at the bitrate adaptation itself, and aim at making it
more friendly to the existing cache system.

2.1 Conventional Streaming Adaptation Logic
Conventional streaming adaptation logic (Algorithm 1)

generally consists of 4 steps: available bandwidth estima-
tion, bandwidth smoothing, bitrate quantization, and re-
quest scheduling. Instability and unfairness are mainly be-
cause of step 1, available bandwidth estimation, which in-
accurately takes the mean throughput of the most recent
segment download as the fair bandwidth share. This works
under the assumption that HTTP/TCP can guarantee fair
bandwidth allocation. It is, however, not the case with
HTTP-based bitrate adaptation due to the ON-OFF request
pattern and the ambiguity in determining fair-bandwidth
share among multiple streaming content consumers over the
same bottleneck [1, 12]. As shown in [8, 12], the estimated
bandwidth is unreliable and highly depends on the time of
bandwidth measurement. A consumer who measures band-
width at the OFF periods of other consumers likely observes
higher available bandwidth than its fair share.

2.2 DASH over CCN
In [10], a general architecture and naming convention are

proposed to deploy DASH over CCN [7] taking advantage of
receiver-driven and chunk/segment-based content delivery
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Figure 1: Eight consumers running conventional bi-
trate adaptation over a 24Mbit/s bottleneck.

which both DASH and CCN have in common. Evaluation
of this combination [10, 13] shows reasonable overhead and
performance compared with DASH over HTTP. The adap-
tation logic used in these studies, however, is a conventional
one which faces the same limitations stated above.

Our objective in this paper is to devise a streaming adap-
tation logic to maximize quality of experience, i.e., high and
stable playback bitrate without disruption, and to ensure
fairness in networks where congestion feedback can be made
available to the streaming adaptation logic such as in DASH
over CCN.

2.3 A Motivating Example
Using mean delivery throughput of previous segments as

a congestion feedback signal is unstable and unreliable since
the mean throughput fluctuates widely over time and varies
among different consumers sharing the same network bot-
tleneck. Figure 1 (bottom) shows the playback bitrates at
8 content consumers over a shared bottlenecked link using
conventional adaptation logic (Algorithm 1).1 The instabil-
ity and unfairness of streaming bitrates, due to inaccurate,
unfair, and unstable bandwidth estimation (Figure 1, top),
have also been widely observed in recent work.

Such highly variable bitrates causes difficulty for caching
since multiple representations need to be cached, which sig-
nificantly reduce cache efficiency and cache hit. Further-
more, inconsistent caching of multiple representations dis-
rupts adaptation logic at consumers, making it harder to
choose the right bitrates. As caches are ubiquitous in ICN
architectures, this phenomenon is expected to degrade qual-
ity of experience (QoE) of streaming application in ICN to
a large extent.

3. UTILITY PROPORTIONAL FAIRNESS FOR
STREAMING ADAPTATION

To guarantee fairness and stability of bitrate adaptation,
we adopt the utility proportional fairness (UPF) framework
[18] which generalizes the bandwidth proportional fairness
(BPF) [9] for the case of mixed elastic (download) and in-
elastic (streaming) traffic. Formally, UPF maximizes the

1See Sec.5 for simulation settings.
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total transformed utility of all users subject to link capacity
constraints [18]:

max
x≥0

∑
n∈N

∫ xn

mn

1

Un(y)
dy (1)

s.t.
∑

n:i,j∈L(n)

xn ≤ ci,j ∀i, j (2)

where N is the set of all users, Un(·) is continuous utility
function of user n over the rate, mn is the minimum rate
requested by user n and xn is the rate allocated to this user,
L(n) is the set of links user n uses, and ci,j is the capacity
of link (i, j). This problem can be solved by adapting the
rate allocated to user n in each period according to

xn(t+ 1) = U−1
n

(
1

qn(t)

)
(3)

where qn is the accumulated congestion price over the deliv-
ery path to user n.

The resulting rates are utility-proportional fair which in
reality means users are guaranteed relatively the same utility
over the same delivery path. By giving each content object
a system-wide utility function, i.e., the utility function is
the same to all users who are requesting the content, utility
levels can be tied to the encoding bitrates of the multime-
dia content (we explain utility function shortly in the next
subsection). This type of fairness is beneficial in the con-
text of ICN as being demonstrated in Sec.4 and Sec.5 since
consumers of a given content object on the same delivery
path converge to the same representation. Consequently, the
number of representations for a given content object cached
on the delivery path decreases and the streaming content
has a higher chance of being hit at caches.

UPF requires that accumulative congestion signal is avail-
able at the application for bitrate adaptation which can be
implemented in the form of an ECN field in CCN/NDN data
packets.

3.1 Utility Functions of Adaptive Streaming
Consumers

One important factor in using UPF is to define continu-
ous utility functions at the consumers. Intuitively, a viewer
experiences higher QoE levels when changing to higher en-
coding bitrates. Utility of adaptive streaming content can
thus be expressed by a stepwise utility function where each
step corresponds to one QoE level perceived by the con-
sumers [16, 17]. The utility function, therefore, depends on
the content itself, i.e., how many and at which bitrates it is
encoded and stored at the source. To make the utility con-
tinuous for UPF framework, the stepwise function can be
approximated by a multi-level sigmoidal function as shown
in Fig.2 which uses at each step a logistic function:

Un(x) = (4)
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Figure 2: A stepwise utility function with 6 bitrates
and its sigmoidal approximation (α = 125).
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1
K
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2
≤ x < r1+r2

2

...
1
K
.( 1
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rk−1+rk

2
≤ x < rk+rk+1

2

...
1
K
.( 1

1+e−α(x−rK ) +K − 1) if
rK−1+rK

2
≤ x < 3rK

2

1 if 3rK
2
≤ x

where K is the number of available encoding bitrates, x
is the streaming rate, rk is the k-th encoding bitrate, and
α > 0 is a constant.

Consumers, however, might have different capability in
representing multimedia content. At the beginning of a
streaming session, consumers requests for MPD (media pre-
sentation description) that contains a list of available encod-
ing bitrates for their interested content, and determine the
set of bitrates they are able to consume. The consumers can
then construct their own utility function as described above
from the set of chosen bitrates.

3.2 Utility-Fair Bitrate Adaptation
UPF is used to estimate the available bandwidth, avoiding

unfairness and instability of the common bandwidth estima-
tion used in conventional bitrate adaptation. The proposed
bitrate adaptation is given in Algorithm 2. Compared with
the conventional bitrate adaptation, the difference lies in the
way fair bandwidth share is estimated in step 1a and step
1b. As explained before, utility-fair bitrate adaptation esti-
mates bandwidth by congestion feedback to ensure fairness
among multiple content consumers. In addition, notice that
once a data packet is received, a new interest packet is gen-
erated and sent into the network after a delay ∆t computed
in step 4 which depends on the playback buffer level.

4. UTILITY-FAIR ADAPTATION AND CACHING
Utility proportional fairness translates into an equalized

bitrate allocation to consumers (with homogenous capabil-
ity) of a given content object over the same path. To illus-
trate the effect of this fairness to caching, let us consider
a stand-alone LRU cache deployed at the access router of
a delivery path with Poisson request arrival. By extending
Che’s approximation [3] to the case content is divided into
S segments, each has R representations requested by con-
sumers and making simplified assumption that all segments
and representations of a content object are requested with
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Algorithm 2: Utility-Fair Bitrate Adaptation

1a. Measure and smooth congestion price feedback

qn = EWMA[q(D)]

/* qn/q(D): smooth/current congestion price */
1b. Compute utility-fair bandwidth share

x̃n = U−1
n

(
1

qn

)
2. Smooth the estimated bandwidth

EWMA(x̃)

3. Choose nearest bitrate as the target video bitrate

x̂ ≤ EWMA(x̃)

4. Request next segment of bitrate x̂ after

∆t =

{
0 if B < Bmax

τ if B ≥ Bmax

/* B/Bmax: current/max playback buffer */
/* τ: segment length in second */

the same probability, we have cache hit rate (as [5] does)

Phit =

M∑
i=1

pi(1− e−piTC̄ ) (5)

where M is the number of content objects and pi is the prob-
ability of requests for content object i. Content popularity
pi is typically considered as Zipf-like but can generally fol-
low any distribution [14]. Here TC̄ is Che’s characteristic
time [3] that increases with (normalized) cache size C̄. The
normalized cache size is computed from actual size C as

C̄ =
C

S
(∑R

k=1 bk
) (6)

where bk is the size of representation k in bytes.
Consider the case of a cache deployed at the network edge,

as all streaming sessions of a given content object going
through the cache experience the same upstream conges-
tion level, an optimally fair bitrate adaptation results in one
representation bk∗ being chosen by end-user’s bitrate adap-
tation logic and stored in the cache. This, in effect, increases

normalized cache size by
∑R
k=1 bk
bk∗

> 1, and consequently, in-

creases TC̄ and Phit as of (5) compared with conventional
bitrate adatptation where end-users are not coordinated by
congestion feedback.

5. EVALUATION
We evaluate performance of the utility-fair bitrate adap-

tation through chunk-level event-driven CCN simulations.
Routers have the functionality of CCN and can feedback
congestion price using an ECN-like field in CCN data pack-
ets. Queuing delay is used as the congestion price that is
accumulated and stored in the ECN field of data packets as
they traverse the network.2

2We note that some congestion control schemes pace the
interests (e.g. [19]) and thus are able to keep queuing delay
of data packets low. In such cases, the queuing delay of
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Figure 3: Eight consumers running Panda adapta-
tion [12] over a 24Mbit/s bottleneck.
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Figure 4: Eight consumers running utility-fair adap-
tation over a 24Mbit/s bottleneck.

Content consumers connect to CCN routers and send re-
quests for content. There are two types of consumers: in-
elastic streaming consumers (e.g., VOD and user-generated
content) and elastic consumers (e.g., FTP and Web con-
tent). The former uses bitrate adaptation to request for
pre-encoded multimedia segments while the latter down-
loads chunks of their requested content using a delay-based
congestion control algorithm similar to TCP Vegas. In to-
tal, 2000 content objects are stored at the source, of which
streaming content is encoded in 6 bitrates from 0.1Mbit/s
to 4.5Mbit/s (Fig.2)3.

We implement and compare the performance of utility-fair
bitrate adaptation (Algorithm 2) and conventional bitrate
adaptation (Algorithm 1) in terms of playback bitrate, fair-
ness, instability, total stall time, and cache friendliness. In

interest packets can be added to the ECN fields when data
packets are generated so as to feedback accumulated queuing
delay of both interest and data packets.
3To make it easy comparing bitrates allocated to different
viewers, we use the same utility function for all viewers in
our simulations. The utility-fairness framework and the pro-
posed bitrate adaptation, however, work with heterogeneous
utility functions.
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addition, we implement Panda bitrate adaptation [12] which
employs TCP-like AIMD (additive increase mulplicative de-
crease) rate adjustment as a representative enhancement to
conventional bitrate adaptation. Panda parameters are the
default as suggested in [12]. For all cases, the maximum
buffer size is Bmax=30 segments4 (Bmin=26 segments in
case of Panda), and default segment length τ=2s. When
starting up, streaming consumers download a start-up buffer
of 15 segments and then begin to adapt bitrates.

5.1 Bottlenecked Topology
The performance is first evaluated in a 24Mbit/s bot-

tlenecked topology with 8 concurrent sessions streaming 8
videos of 30-minute length. Requested bitrates of all con-
sumers in case of conventional bitrate adaptation is reported
in Fig.1, which shows fluctuation and unfair requested bi-
trates (bottom) among consumers as a result of inaccurate
bandwidth estimation (top). Results of Panda and utility-
fair adaptation are given in Fig.3 and Fig.4, respectively.
AIMD artifact is evidenced in the estimated bandwidth and
selected bitrates as Panda probes for available bandwidth
using a TCP-like AIMD algorithm (Fig.3). Guided by con-
gestion feedback, utility-fair adaptation (Fig.4), is able to
maintain stable estimated bandwidth and requested birates
are relatively the same among 8 players. It is worth noting
that the estimated bandwidth of UPF always reaches the
maximum rate of 4.5Mbit/s because of low queuing delay
when the 8 consumers settle at the fair bitrate of 2.8Mbit/s
over 24Mbit/s shared bottleneck5. Playback buffer at all
consumers in these three cases always reaches the maximum
level and is not reported.

5.2 Impact of Elastic Background Traffic
In this scenario, a consumer downloads 2GB content using

TCP Vegas congestion control sharing the 24Mbit/s bottle-
neck with 8 streaming consumers. The requested bitrate
of 8 streaming consumers is reported in Fig.5. In the first
half of the simulations when elastic consumer is download-
ing content, each bitrate adaptation has different aggressive-
ness toward background elastic traffic. Utility-fair adapta-
tion interestingly guarantees fairness among the 8 consumers
both before and after the elastic traffic completes (at around
t=1200s).

5.3 Impact of Bitrate Adaptation to Caching
We evaluate the impact of bitrate adaptation to a cascade

of chunk-based LRU caches deployed at 4 content routers on
a chain topology with an 1Gbit/s botleneck link in the mid-
dle. The LRU caches store all passing content chunks/segments,
and has a default size of C=20GB. The source hosts 1200
short video clips of 10-minute length, Zipf(.8), chopped into
1-second segments and 800 files of size 50MB, Zipf(.8). We
use a request mix of 60% video streaming and 40% content
downloading as suggested in [4] with Poisson arrival (mean
arrival rate 0.8 request/s). There are roughly 8200 video
streaming sessions completed during 5-hour simulations.

4The reason for this large buffer is to be more generous to
conventional bitrate adaptation whose performance deterio-
rates badly with small playback buffer size. The large buffer
size, in addition, is common in VoD applications [2, 8, 12].
5The filter in Algorithm 2 (step 3) plays an important role
in stable the bitrates and we plan to investigate how to dis-
tribute the residual bandwidth among users in future work.
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Figure 5: Eight streaming sessions competes with
one downloading session: conventional (top), Panda
(middle), utility-fair (bottom).

Mean bitrate, Jain fairness index, instability (i.e., degree
of short-time bitrate fluctuation as defined in [8, 12]), and
mean stall time (for re-buffering) of the 3 bitrate adapta-
tions are reported in Fig.6. Even though Panda adaptation
has improved fairness over conventional adaptation, both
show fluctuation in the mean bitrate. Utility-fair adapta-
tion, on the other hand, exhibits very high Jain fairness
index and the mean bitrate converges quickly to a stable
value. Stability of requested bitrate helps utility-fair adap-
tation avoid re-buffering which however is visible with the
other two adaptation schemes.

Cache hit (total chunks/segments served from caches over
total requested chunks/segments) is reported in Fig.7. Thanks
to its fair and stable bitrate selection, utility-fair adaptive
consumers enjoy higher hit rate for streaming content (50-
80% increase compared with the case of Conventional and
Panda). In addition, overall cache hit rate (of both stream-
ing and download traffic) is also higher since cache storage
is used more efficiently without keeping too many represen-
tations of the same streaming content. This is evidenced in
Fig.8, which shows the ratio of number of cached segments
to the size of content in segments for the 5 most popular
videos by the end of simulations.

6. CONCLUDING REMARKS
We have demonstrated the advantages of utility-fair bi-

trate adaptation in ensuring fairness and stability for stream-
ing content delivery and its friendliness to network caches.
The proposed bitrate adaptation is by no means a complete
solution to the problem of caching for multi-bitrate stream-
ing applications. Here what we want to do is to make a case
for bitrate adaptation on congestion feedback and to show
the positive impact it has on caching. We believe that the
adaptation inside streaming applications, caching, and the
network can jointly act to deliver the best QoE to end-users,
a direction that we plan to investigate in our future work.
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