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Why Care about Verification?
• Guarantee correctness of programs (modulo some assumptions)

• If assumptions are minimal: stronger guarantee than testing.

• Useful for critical systems like networks

• Original question for computer science

• Turing: Does a given Turing machine halt?

• Church: Are two statements in lambda calculus equivalent?
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Why Hard?
• Some problems are proven to be impossible, e.g., halting problem.

• Approach: Approximate to make verification possible.

• Example: Approximate a program as a finite state machine.

• Even when possible search over large space, e.g. sequences of packets.

• Approach: Domain knowledge to simplify search.

• Example: Show that packet order does not matter.

Assumptions about system.



Network Verification!
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Verification Papers Questions
• What assumptions are required?

• False negatives (soundness) & false positives (completeness).

• How is the problem encoded?

• Verification complexity, & tools?

• How do they scale?

• How much manual effort is needed?
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ABSTRACT
We present a Network Address Translator (NAT) written in C and
proven to be semantically correct according to RFC 3022, as well
as crash-free and memory-safe. There exists a lot of recent work
on network veri�cation, but it mostly assumes models of network
functions and proves properties speci�c to network con�guration,
such as reachability and absence of loops. Our proof applies directly
to the C code of a network function, and it demonstrates the absence
of implementation bugs. Prior work argued that this is not feasible
(i.e., that verifying a real, stateful network function written in C
does not scale) but we demonstrate otherwise: NAT is one of the
most popular network functions and maintains per-�ow state that
needs to be properly updated and expired, which is a typical source
of veri�cation challenges. We tackle the scalability challenge with a
new combination of symbolic execution and proof checking using
separation logic; this combinationmatcheswell the typical structure
of a network function. We then demonstrate that formally proven
correctness in this case does not come at the cost of performance.
The NAT code, proof toolchain, and proofs are available at [58].

CCS CONCEPTS
•Networks→Middle boxes / network appliances; • Software
and its engineering→ Formal software veri�cation;
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1 INTRODUCTION
This work is about designing and implementing software network
functions (NFs) that are proven to be secure and correct. Software
NFs have always been popular in low-rate environments, such as
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home gateways or wireless access points. More recently, they have
also appeared in experimental IP routers [20] and industrial mid-
dleboxes [8] that support multi-Gbps line rates. Moreover, we are
witnessing a push for virtual network functions that can be de-
ployed on general-purpose platforms on demand, much like virtual
machines are being deployed in clouds.

There exists a lot of prior work on network veri�cation, but,
to the best of our knowledge, none that reasons about both the
security and semantic correctness of NF implementations. Most
of that work relies on models of NFs that are di�erent from their
implementations, hence it cannot reason about the latter (although
we should note that NF models can be very e�ective in reasoning
about network con�guration [24, 25, 30–32, 38, 39, 46, 52, 55, 59]).
One exception is Dobrescu et al. [19], which introduced the notion
of software data-plane veri�cation, and which proves low-level
properties for NF implementations written in Click (i.e., C++) [35].
That work, however, cannot prove semantic correctness of stateful
NFs, because it does not reason about state. For instance, even
though Dobrescu et al. prove crash-freedom and bounded execution
for a speci�c NAT implementation, they cannot prove that it is
semantically correct, due to not having a way to reason about the
content of the �ow table (e.g., whether entries are added or expired
correctly).

Our contribution is a NAT function, written in C and using the
DPDK packet-processing library [21], which we prove to implement
the semantics speci�ed in RFC 3022 [53] and to be crash-free and
memory-safe. We chose this particular NF because it is arguably
one of the most popular ones, yet it has proven hard to get right
over time: the NAT on various Cisco devices can be crashed [17] or
hung [15] using carefully crafted inputs; similar problems exist in
Juniper’s NAT [16], the NAT in Windows Server [40], and NATs
based on NetFilter [18]. Moreover, like many NFs, NATs maintain
per-�ow state that needs to be properly updated and expired, which
is a typical source of veri�cation challenges.

We implemented our NAT in C, because this is the language
typically used for high-performance packet processing, and it ben-
e�ts from a rich and stable ecosystem that includes DPDK. Given
that we anyway wrote our NAT from scratch—and our approach,
in general, requires refactoring—we did consider using a more
veri�cation-friendly language. In the end, however, we considered
that NF developers are more likely to adopt our toolset if it allows
them to code in a familiar language and leverage existing expertise
and tools, even if they have to follow extra constraints (such as
using a speci�c library of data structures) and annotate their code.
Recent work argues that verifying the C implementation of a real,
stateful NF is infeasible with symbolic execution [55], but we show

• Network functions 
• NAT

• Correctly implements RFC 3022 
• Does not crash. 
• Does not leak memory, etc.

Programs Properties
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What is New?
• Work on network function verification normally relies on models.

• Assumes human can accurately translate model to code.

• This work: Directly verify implementation of a NAT.

• Assumption: NAT complexity largely lies in data structure not forwarding.

• Key idea: separately verify correctness for data structures and forwarding.

• Data structures: hand written, mechanically checked proofs.

• Forwarding: symbolic execution.

• Main Result: How to combine these two types of proofs.
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ABSTRACT
We present Minesweeper, a tool to verify that a network satis-
�es a wide range of intended properties such as reachability or
isolation among nodes, waypointing, black holes, bounded path
length, load-balancing, functional equivalence of two routers, and
fault-tolerance. Minesweeper translates network con�guration �les
into a logical formula that captures the stable states to which the
network forwarding will converge as a result of interactions be-
tween routing protocols such as OSPF, BGP and static routes. It
then combines the formula with constraints that describe the in-
tended property. If the combined formula is satis�able, there exists
a stable state of the network in which the property does not hold.
Otherwise, no stable state (if any) violates the property. We used
Minesweeper to check four properties of 152 real networks from
a large cloud provider. We found 120 violations, some of which
are potentially serious security vulnerabilities. We also evaluated
Minesweeper on synthetic benchmarks, and found that it can verify
rich properties for networks with hundreds of routers in under �ve
minutes. This performance is due to a suite of model-slicing and
hoisting optimizations that we developed, which reduce runtime
by over 460x for large networks.

CCS CONCEPTS
• Networks→ Network reliability;
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Network veri�cation; Control plane analysis
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1 INTRODUCTION
The control plane of traditional (non-SDN) networks is a complex
distributed system. Network devices use one or more protocols to
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exchange information about topology and paths to various destina-
tions. How they process this information and select paths to use for
tra�c depends on their local con�guration �les. These �les tend to
have thousands of lines of low-level directives, which makes it hard
for humans to reason about them and even harder to reason about
the network behavior that emerges through their interactions.

As a result, con�guration errors that lead to costly outages are
all-too-common. Indeed, every few months con�guration-induced
outages at major networks make the news [1, 5, 29, 32]. Systematic
surveys also show that con�guration error is the biggest contributor
to such network outages [20, 26].

To address this problem, researchers have developed many tools
for �nding errors in network con�gurations. We broadly classify
these tools along two dimensions: i ) network design coverage—types
of network topologies, routing protocols and other features the tool
supports; and ii ) data plane coverage—how many (or how much) of
the possible data planes the tool can analyze. The network control
plane dynamically generates di�erent data planes as its environ-
ment (i.e., up/down status of links and routing announcements
received from external neighbors) changes. Tools with higher data
plane coverage can analyze more such data planes.

Some of the earliest network diagnostic tools such as traceroute
and ping can help �nd con�guration errors by analyzing whether
and how a given packet reaches its destination. These tools are
simple and have high network design coverage—they can analyze
forwarding for any network topology or routing protocol. But they
have poor data plane coverage—for each run, they analyze the
forwarding behavior for only a single packet for the data plane that
is currently installed in the network.

A more recent class of data plane analysis tools such as HSA [18]
and Veri�ow [19] have better data plane coverage. They can analyze
reachability for all packets between two machines, rather than just
one packet. However, the data plane coverage of such tools is still
far less than ideal because they analyze only the data plane that
is currently installed in the network. That is, they can only �nd
errors after the network has produced the erroneous data plane.

Control plane analysis tools such as Bat�sh [13] can �nd con-
�guration errors proactively, before deploying potentially buggy
con�gurations. Bat�sh takes the network con�guration (i.e., its con-
trol plane) and a speci�c environment (e.g., a link-failure scenario)
as input and analyzes the resulting data plane. This ability allows
operators to go beyond the current data plane and analyze future
data planes that may arise under di�erent environments. Still, each
run of Bat�sh allows users to explore at most one data plane, and
given the large number of possible environments, it is intractable
to guarantee correctness for all possible data planes.

Most recently, several control plane analysis tools have gone
from testing individual data planes to veri�cation—that is, reasoning

Programs Properties

• Control plane configuration 
• BGP/OSPF/routing protocols

• Computed paths have no loops. 
• Reachability/Isolation. 
• Traffic not blackholed. 
• Two paths are equal length.
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What is New?
• Different encoding of the problem compared to existing tools.

• Encode control plane as graph.

• Vertex represent routing protocol at a router.

• Edge represent that two protocols might exchange messages.

• Use SMT solver to find one set of routing messages that lead to violation.

•  Assumption: Understand control plane semantics and how config is used.

• Some additional overapproximation mentioned in the paper.
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ABSTRACT
Emails today are often encrypted, but only between mail servers—
the vast majority of emails are exposed in plaintext to the mail
servers that handle them. While better than no encryption, this
arrangement leaves open the possibility of attacks, privacy viola-
tions, and other disclosures. Publicly, email providers have stated
that default end-to-end encryption would con�ict with essential
functions (spam �ltering, etc.), because the latter requires analyzing
email text. The goal of this paper is to demonstrate that there is
no con�ict. We do so by designing, implementing, and evaluating
Pretzel. Starting from a cryptographic protocol that enables two
parties to jointly perform a classi�cation task without revealing
their inputs to each other, Pretzel re�nes and adapts this protocol
to the email context. Our experimental evaluation of a prototype
demonstrates that email can be encrypted end-to-end and providers
can compute over it, at tolerable cost: clients must devote some
storage and processing, and provider overhead is roughly 5⇥ versus
the status quo.

CCS CONCEPTS
• Information systems → Email; • Security and privacy →
Cryptography; Privacy-preserving protocols;
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1 INTRODUCTION
Email is ubiquitous and fundamental. For many, it is the principal
communication medium, even with intimates. For these reasons,
and others that we outline below, our animating ideal in this paper
is that email should be end-to-end private by default.

How far are we from this ideal? On the plus side, hop-by-hop
encryption has brought encouraging progress in protecting email
privacy against a range of network-level attacks. Speci�cally, many
emails now travel between servers over encrypted channels (TLS [47,
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56]). And network connections between the user and the provider
are often encrypted, for example using HTTPS (in the case of web-
mail providers) or VPNs (in the case of enterprise email accounts).

However, emails are not by default encrypted end-to-end be-
tween the two clients: intermediate hops, such as the sender’s and
receiver’s provider, handle emails in plaintext. Since these providers
are typically well-run services with a reputation to protect, many
users are willing to just trust them. This trust however, appears to
stem more from shifting social norms than from the fundamental
technical safety of the arrangement, which instead seems to call
for greater caution.

Reputable organizations have been known to unwittingly harbor
rogue employees bent on gaining access to user email accounts and
other private user information [27, 103, 140]. If you were developing
your latest startup idea over email, would you be willing to bet its
viability on the assumption that each employee within the provider
acts properly? And well-run organizations are not immune from
hacks [127, 128]—nor from the law. Just in the �rst half of 2013,
Google [64], Microsoft [97] and Yahoo! [131] collectively received
over 29,000 requests for email data from law enforcement, and in
the vast majority of cases responded with some customer data [96].

End-to-end email encryption can shield email contents from
prying eyes and reduce privacy loss when email providers are
hacked; and, while authorities would still be able to acquire private
email by serving subpoenas to account owners, they would not gain
unfettered access to someone’s private correspondence without that
party’s knowledge.

Why then are emails not encrypted end-to-end by default? After
all, there has long been software that implements this function-
ality, notably PGP [144]; moreover, the large webmail providers
o�er it as an option [63, 130] (see also [23, 113, 115, 126]). A crucial
reason—at least the one that is often cited [41, 42, 55, 65, 112]—
is that encryption appears to be incompatible with value-added
functions (such as spam �ltering, email search, and predictive per-
sonal assistance [28, 39, 49, 102]) and with the functions by which
“free” webmail providers monetize user data (for example, topic
extraction) [67]. These functions are proprietary; for example, the
provider might have invested in training a spam �ltering model,
and does not want to publicize it (even if a dedicated party can infer
it [117]). So it follows that the functions must execute on providers’
servers with access to plaintext emails.

But does that truly follow? Our objective in this paper is to
refute these claims of incompatibility, and thus move a step closer
to the animating ideal that we stated at the outset, by building an
alternative, called Pretzel.

In Pretzel, senders encrypt email using an end-to-end encryp-
tion scheme, and the intended recipients decrypt and obtain email
contents. Then, the email provider and each recipient engage in a se-
cure two-party computation (2PC); the term refers to cryptographic

Cryptography
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Quick Overview
• Problem: Can we implement end-to-end encryption for email?

• Common answer: Yes, but no spam filtering, message classification, etc.

• Bad for users: Do not get features like spam filtering.

• Bad for providers: Can’t recoup costs through advertising.

• This Paper: End-to-End encryption is not anathema to these features.

• Use two party computation to implement classification with confidentiality.
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Conclusion
• Go to the 9:30am session on Wednesday

• Pros: Interesting area + should already be there for Jen’s talk at 8:30am.

• For all these papers (even cryptography) useful to reason about

• Assumptions for correctness.

• How solution scales.

• What is missed by the solution: what can it not detect, or what is leaked.


