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ABSTRACT
Enterprises running critical applications in the cloud expect
their providers to offer good, predictable performance. How-
ever, existing TCP monitoring tools either run offline, pre-
venting real-time adaptation to performance problems, or
require modification to the tenant’s VMs, which raises trust
issues. In this work, we present an online tool that accu-
rately detects the cause of TCP performance problems.

Categories and Subject Descriptors
C.2.3 [Computer-Communication Networks]: Network
Operations— Network management, Network monitoring
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Performance; Measurement

1. INTRODUCTION
Enterprises running critical applications in the cloud ex-

pect their providers to offer good, predictable performance.
Yet, cloud providers have limited tools for detecting and
diagnosing network performance problems. Accurate, real-
time diagnostics can drive corrective actions such as chang-
ing the network routes, migrating a virtual machine (VM)
to another server, or identifying a misbehaving application.
Making the right decision depends on narrowing the cause
to the sender (e.g., sending application doesn’t have more
data to send), receiver (e.g., receiving application doesn’t
retrieve data quickly enough), or network (e.g., congestion).

Two classes of existing measurement techniques offer de-
tailed performance data about individual TCP end-points,
but both have limitations impeding their use in public clouds.
The first class installs a kernel patch [1] on the end host to
gather TCP end-point statistics, enabling analysis tools
to determine the origin of performance problems [3]. How-
ever, to collect the data, the cloud provider must patch the
tenant’s VMs (changing the trust model with the client)
and periodically query the statistics (imposing additional
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load on the VM). The second class performs offline analy-
sis of packet traces collected in the network, to re-create
TCP end-point statistics [4, 2]. However, the overhead of
collecting packet traces in the network limits the informa-
tion available (e.g., a limited set of header fields), and offline
analysis leads to longer delays in fixing performance prob-
lems (especially for the long-lived connections common in
multi-tier Web applications).

To bridge the gap, we present an online performance mon-
itoring solution that runs in the hypervisor, obviating the
need to modify the tenant VMs, while avoiding the over-
head of monitoring deeper in the network. First, Section 2
presents our monitoring techniques, under the assumption
that our tool sees all packets in a TCP connection. Then
we relax this assumption and show, in Section 3, how to
extend our approach to analyze TCP connections that we
start monitoring mid-stream.

2. ONLINE MEASUREMENTS OF TCP
In a private cloud or a“platform as a service”public cloud,

the cloud provider can easily run a modified operating sys-
tem that collects TCP end-point statistics. However, a cloud
provider offering “infrastructure as a service” does not have
access to the OS of the tenant VMs. Instead, we must infer
how connections evolve from the observed packets. Some
statistics, such as the amount of data waiting in the send
buffer, cannot be inferred from outside the guest, but many
others (e.g., whether the connection is application-limited,
receive-window limited, or congestion-window limited) can.

Our inference engine uses the packet stream to recreate
the internal TCP state machine for each monitored connec-
tion. The challenge is to draw inferences as quickly as pos-
sible, while limiting the space and computational overhead.
We achieve these goals by storing only the information nec-
essary about each active connection, and updating the in-
formation as packets are sent and received.

Our analysis engine operates in a modular fashion. In cer-
tain cases that the required statistics are not dependent on
other calculations, parallelism can be achieved and each of
these calculations are performed by an individual module.
At a high level, our tool captures each packet in the hy-
pervisor, associates it with a TCP connection based on the
5-tuple, and updates the information for that connection in
a hash table. Below, we enumerate the statistics maintained
for each connection:

• Constants: Some statistics are set once at the start
of the connection; for example, TCP options and the
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maximum segment sizes (MSSes) in each direction are
advertised during the three-way handshake.

• Counters: Some statistics, such as the number of
bytes sent and received, are incremented for each packet.

• Sampled statistics: This class of statistics, such as
RTT, are a function of pair of randomly selected pack-
ets. The tool emulates Karn’s algorithm by recording
the transmission time and sequence number of an out-
going packet, and awaiting the arrival of the associated
acknowledgment.

• Calculated statistics: The TCP state (i.e., slow
start, congestion avoidance, or fast retransmission) and
congestion-window size are updated as a function of
other metrics, essentially tracking the evolution of the
TCP congestion-control algorithm as packets and ac-
knowledgments arrive.

To scale to a large number of connections, we can shard the
TCP connections over multiple threads or cores, by hashing
on the five tuple.

3. MEASURING ONGOING CONNECTIONS
Thus far we have described techniques that monitor con-

nections from their inception. However, cloud providers
could reasonably want to monitor connections already in
progress. Multi-tier cloud applications often have long-lived
connections, making it restrictive to limit monitoring only to
new connections. In addition, the provider may monitor just
a portion of the connections at a time (to reduce overhead)
and rotate through different groups of connections.

Two challenges arise when extending our inference engine
to ongoing flows. First, we cannot determine constants (like
MSS) exchanged during the three-way handshake. Second,
we cannot easily determine the congestion window and the
state (slow start, congestion avoidance, or fast retransmis-
sion) that depend on how the connection evolvesa over time.

To overcome these challenges, we monitor the connection
and run a set of heuristics to populate our hash table with
sufficient statistics for us to start running our inference en-
gine. For example, to infer the sender and receiver MSSes,
we maintain the maximum size of any sent and received
packet, and use these values as an inference of the MSS.

To infer the congestion-window size and the TCP state, we
analyze the rate and spacing of packets, and the relationship
between packets and ACKs. For example, if a connection is
backlogged (i.e., the send buffer always has data to send),
we know that the sender transmits a congestion window’s
worth of data, and waits for ACKs before almost imme-
diately releasing more data and increasing the congestion-
window size. Our heuristics draw on several observations:

• Tracking the maximum amount of outstanding data
(i.e., transmitted but not acknowledged) gives us a
lower bound on the size of the congestion window.

• If the sender always sends more data almost immedi-
ately upon receiving an ACK, the sender is likely to
be backlogged.

• If the sender is backlogged, observing the evolution
of the sending rate (i.e., linear vs. exponential) helps
us infer whether the connection is in the slow-start or
congestion-avoidance state.

• If the receive-window size is small, we can infer that
the connection is receive-window limited.

• If we see a triple-duplicate ACK, we know the connec-
tion has entered the fast-retransmission state.

• If we do not see an acknowledgment (or a triple du-
plicate ACK) for a long period of time (relative to the
observed RTT), we can infer a timeout-based loss and
the repeat of the slow-start phase.

These heuristics enable us to answer certain queries from the
network operator point of view; however, we cannot always
infer all the properties of an ongoing connection this way.
For example, suppose the TCP sender sends successfully at
a relatively low rate, perhaps because the connection is not
backlogged. Then, we cannot readily determine the current
value of the congestion window, even after observing the
connection for a long period of time.

If more information is needed for a flow (e.g., the con-
gestion window), we could use active approaches that coax
the connection into a known state. For example, our tool
could intentionally send triple-duplicate ACKs, even if sub-
sequent data were successfully delivered (and ACKed), to
cause the sender to divide the sending rate in half. By ob-
serving the effect on the sending rate, we could make more
accurate inferences about the congestion window, albeit at
the expense of a temporarily decrease in performance. A
more extreme option is to trigger the sender to declare a
timeout-based packet loss, and repeat the slow-start phase.
While disrupting performance is clearly undesirable, very
infrequent disruption of a long-lived connection may some-
times be an acceptable price to pay to collect more accurate
performance statistics.

With appropriate modifications and extensions to these
techniques, we can monitor connections using other trans-
port protocols with congestion control (e.g., UDT, DCTCP).

4. CONCLUSIONS AND FUTURE WORK
In our ongoing work, we are completing the design and

implementation of our inference algorithm for in-progress
connections. We are also validating our inference algorithm
by comparing with measurements from an instrumented OS.
Finally, we plan to design a controller platform that can
combine the performance data from multiple connections to
pinpoint the cause of performance problems, and take cor-
rective actions like migrating a VM or changing the routing
configuration. To minimize the measurement overhead, we
plan to design a query interface where the measurement tool
collects only the statistics needed to satisfy the query.
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