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ABSTRACT

In the mobile cloud (e.g. vehicular cloud), users collabo-
rate and share images amongst different screen sizes. Simi-
lar images do not share overlapping blocks, thus deduplica-
tion is difficult if not near impossible even when two images
are slightly similar. In this paper, we present a method to
achieve linearly scalable deduplication storage and dissemi-
nation for photos shared within the cloud.
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1. INTRODUCTION
In the social web, users are constantly capturing the envi-

ronment on their mobile devices and sharing amongst friends.
From memes to participatory sensing, the volume of data is
increasing faster than Moore’s law. As the number of mobile
devices explodes, differences such as screen sizes and resolu-
tions becomes more pronounced as images are disseminated
and transformed from mobile to mobile.

To address the demands of increased image sharing in the
mobile cloud (e.g. vehicular cloud), we introduce a storage
mechanism to achieve deduplication for similar images. Ad-
ditionally, we leverage the fact that there may be older ver-
sions of images nearby to describe a new consistency model
that composes the latest version of images from older repli-
cas. This creates an information centric network that is 2
dimensional in nature (version number and image resolu-
tion) and exploits content based networks. This differs from
prior work with IP based networks, in which content access
is host centric and it is not possible to leverage nearby repli-
cas without a priori knowledge. We utilize data at rest in
the mobile cloud and utilize the replica’s CPU to composi-
tionally create images using locally cached data rather than
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competing for bandwidth when downloading similar images.
Thus, in this paper we present an approach to

• Achieve linear scalable image deduplication for similar im-
ages

• Scaleable dissemination of similar images

• Compositionally construct the latest version of an image
without reaching back to the source

2. RELATED WORK
Deduplication is a compression technique that reduces the

storage space requirements and also reduces the number of
bytes needed for data transfer of similar data. It does this by
storing redundant data only once. In deduplication, small
chunks of data are formed and stored as a new file is an-
alyzed. During the analysis, newly generated chunks are
compared to the stored chunks; if the chunks are similar,
then instead of storing the redundant data, only a reference
to the previously stored chunk is stored [3, 1, 7]. However,
while deduplication techniques are increasingly effective, to
the best of our knowledge, current deduplication implemen-
tations are not effective for multimedia [4, 2, 5].

3. COMPOSITIONAL CONSISTENCY MODEL
Before continuing, it is important to formalise what we

mean by compositional consistency. Each node has different
versions of objects (files). Given an initial version of an ob-
ject O, we say we can apply a transformation T’ to generate
the next version O’. In this case O’ = O + T’. Going one
step further O” = O + T’ + T” = O’ + T”. Consequently,
we can view a directed graph G as consisting of a set of
nodes N, where each node ni contains a subset of (O ... Ov)

and (T’ ... T v) where v is the number of versions of a given
object. Content-based routing updates provides each node
with a view of the available object versions in the topology.
This allows the graph G to be build in realtime.

4. COMPOSITIONAL IMAGE CONSISTENCY
In the mobile cloud, multiple devices may contain differ-

ent versions of an image. Rather than relying on eventual
consistency where only the latest version of an image is prop-
agated by the source and replicas, we utilize older versions
of images to compositionally reconstruct and apply trans-
formations to generate the latest version of an image. Thus,
propagation delays are greatly decreased. The following are
key characteristics of our compositional technique.

• Multipath: A request for each grouping of a version and its
associated deltas is generated for each possible connected
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Figure 1: Storage utilization when 90% of images are similar.

Figure 2: Time taken to store multiple similar images.

network path. Several interests for each grouping are sent
out to probe for the availability of each version and delta.

• Multichannel : Our algorithm takes advantage of multiple
physical channels(e.g. Wifi and LTE) by simultaneously
sending interests amongst separate channels and collecting
network performance and content availability feedback.

• Reuse Computations: When a device applies transforma-
tions to a content object and transcodes for their screen
size, this content object is then available for nearby neigh-
bors to fetch.

4.1 Metafile synchronization
In order to provide optimal performance, it is crucial for

the user or application to know the names of all files related
to a particular data object of interest. That way, not only
can the user or application request any version of an image,
we can fetch that version by retrieving any previous version
and applying the pertinent set of actions, as described in the
previous subsections.

We accomplish this by maintaining synchronization of a
metafile for each image. The metafile consists of the names
of all versions of the image as well as their accompanying sets
of actions. An example name of the image lineage would be
/namespace/filename/device1/image/v1/1280x720/device2/v2/960x480

and transformation lineage would be
/namespace/filename/diff/device1/v1/1280x720/device2/v2/960x480.
Thus, from any version of an image, the name of its previ-
ous version and accompanying action set can easily be found.
Though the metafile is a simple list of all content names for
all versions and action sets of an image, the lineage of a
particular version can be traced by simply using standard
algorithms to create a tree in O(n log n) time. Nodes on de-

mand fetch the latest version of metafile before they fetch
to update the image.

Note that the naming is robust in the presence of branches,
where two different sets of actions are applied to the same
version of an image (possibly by two different people), to
create two different new images. We support branching as
it naturally occurs. If a network partition or disconnection
operation occurs, a new lineage is created. The focus is to
ensure consistency is upheld according to the application’s
requirements. Therefore, the metafile can support arbitrary
forking and branching of data. As a ramification, strict syn-
chronization of the metafile is not a requirement.

5. EVALUATION
We compare our storage utilization results with those from

Opendedup [6], which is a file system that performs in-
line block-level deduplication. For both scenarios, the same
dataset is used for our solution and the state of the art. In
the scenario depicted by Figure 1, 90% of the images to
be stored in the file system can be generated from images
already stored in the file system. The plots show that our
solution outperforms Opendedup. As seen from Figure 1,
Opendedup stores all the images separately, since it cannot
detect the similarity between the images. The data stored
on the system increases by the size of the image we are trying
to store in the file system. In contrast, our proposed solu-
tion only stores the metafile and not the entire image; thus,
we are able to achieve linear deduplication storage. Figure
2 shows the time taken in milliseconds for two scenarios.
Since our solution performs deduplication and updates the
metafile for similar images, we outperform opendedup since
the metafile overhead is significanly smaller compared to a
full image.

6. CONCLUSION AND FUTURE WORK
We present a novel consistency model which leverages

older content versions from nearby replicas to achieve much
improved fetch times for the latest content version. We also
implement image deduplication for storage and demonstrate
the advantage of our image dissemination technique in a
crowdsourced mobile cloud environment. The next step is
to dedup images taken of the same scene by multiple users
though at different camera angles.
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